Лабораторная работа 5
Обработка данных сверточными моделями GAN
1. Подключение библиотек и настройка GPU
import os
import numpy as np
import tensorflow as tf
from tensorflow import keras
from tensorflow.keras import layers
import matplotlib.pyplot as plt

print("TF version:", tf.__version__)
print("GPU:", tf.config.list_physical_devices("GPU"))

SEED = 42
tf.random.set_seed(SEED)
np.random.seed(SEED)

2. Загрузка датасета CIFAR-10, приведение к диапазону [-1, 1], подготовка tf.data pipeline.

(BATCH_SIZE, IMG_SIZE, CH) = (128, 32, 3)

(x_train, y_train), (x_test, y_test) = keras.datasets.cifar10.load_data()
y_train = y_train.squeeze().astype(np.int32)
y_test = y_test.squeeze().astype(np.int32)

# Normalize to [-1, 1] for tanh output
x_train = (x_train.astype("float32") / 127.5) - 1.0
x_test  = (x_test.astype("float32") / 127.5) - 1.0

train_ds = tf.data.Dataset.from_tensor_slices(x_train)
train_ds = train_ds.shuffle(50000, seed=SEED).batch(BATCH_SIZE).prefetch(tf.data.AUTOTUNE)

# Визуальная проверка батча
sample = next(iter(train_ds))
grid = (sample[:64] + 1.0) / 2.0  # обратно в [0,1]
plt.figure(figsize=(6,6))
for i in range(64):
    plt.subplot(8,8,i+1)
    plt.imshow(grid[i])
    plt.axis("off")
plt.tight_layout()
plt.show()

3. Реализация генератора: вход — шум 100, выход — изображение 32×32×3 с tanh
Z_DIM = 100

def build_generator(z_dim=Z_DIM):
    z = layers.Input(shape=(z_dim,))
    x = layers.Dense(4*4*512, use_bias=False)(z)
    x = layers.BatchNormalization()(x)
    x = layers.ReLU()(x)
    x = layers.Reshape((4, 4, 512))(x)

    x = layers.Conv2DTranspose(256, 4, strides=2, padding="same", use_bias=False)(x)  # 8x8
    x = layers.BatchNormalization()(x)
    x = layers.ReLU()(x)

    x = layers.Conv2DTranspose(128, 4, strides=2, padding="same", use_bias=False)(x)  # 16x16
    x = layers.BatchNormalization()(x)
    x = layers.ReLU()(x)

    x = layers.Conv2DTranspose(64, 4, strides=2, padding="same", use_bias=False)(x)   # 32x32
    x = layers.BatchNormalization()(x)
    x = layers.ReLU()(x)

    out = layers.Conv2D(CH, 3, padding="same", activation="tanh")(x)
    return keras.Model(z, out, name="Generator")

G = build_generator()
G.summary()

4. Реализация дискриминатора: вход — 32×32×3, выход — вероятность real.

def build_discriminator():
    inp = layers.Input(shape=(IMG_SIZE, IMG_SIZE, CH))
    x = layers.Conv2D(64, 4, strides=2, padding="same")(inp)   # 16x16
    x = layers.LeakyReLU(0.2)(x)

    x = layers.Conv2D(128, 4, strides=2, padding="same", use_bias=False)(x)  # 8x8
    x = layers.BatchNormalization()(x)
    x = layers.LeakyReLU(0.2)(x)

    x = layers.Conv2D(256, 4, strides=2, padding="same", use_bias=False)(x)  # 4x4
    x = layers.BatchNormalization()(x)
    x = layers.LeakyReLU(0.2)(x)

    x = layers.Flatten()(x)
    out = layers.Dense(1, activation="sigmoid")(x)
    return keras.Model(inp, out, name="Discriminator")

D = build_discriminator()
D.summary()

5. Настройка функций потерь и оптимизаторов

LR = 2e-4
BETA1 = 0.5

bce = keras.losses.BinaryCrossentropy(from_logits=False)
opt_G = keras.optimizers.Adam(learning_rate=LR, beta_1=BETA1)
opt_D = keras.optimizers.Adam(learning_rate=LR, beta_1=BETA1)

6. Реализация обучения

@tf.function
def train_step(real_images):
    bs = tf.shape(real_images)[0]
    z = tf.random.normal((bs, Z_DIM))

    # ===== Train Discriminator =====
    with tf.GradientTape() as tape_d:
        fake_images = G(z, training=True)
        real_pred = D(real_images, training=True)
        fake_pred = D(fake_images, training=True)

        y_real = tf.ones_like(real_pred)
        y_fake = tf.zeros_like(fake_pred)

        loss_d = bce(y_real, real_pred) + bce(y_fake, fake_pred)

    grads_d = tape_d.gradient(loss_d, D.trainable_variables)
    opt_D.apply_gradients(zip(grads_d, D.trainable_variables))

    # ===== Train Generator =====
    z = tf.random.normal((bs, Z_DIM))
    with tf.GradientTape() as tape_g:
        fake_images = G(z, training=True)
        fake_pred = D(fake_images, training=True)

        # генератор хочет, чтобы fake предсказывали как real
        y_real_for_g = tf.ones_like(fake_pred)
        loss_g = bce(y_real_for_g, fake_pred)

    grads_g = tape_g.gradient(loss_g, G.trainable_variables)
    opt_G.apply_gradients(zip(grads_g, G.trainable_variables))

    return loss_d, loss_g
7. Сохранение grid изображений и лоссов

EPOCHS = 30
SAVE_DIR = "gan_results_keras"
os.makedirs(SAVE_DIR, exist_ok=True)

fixed_z = tf.random.normal((64, Z_DIM))
losses_d, losses_g = [], []

def save_samples(epoch):
    fake = G(fixed_z, training=False)
    fake = (fake + 1.0) / 2.0  # -> [0,1]
    fake = tf.clip_by_value(fake, 0.0, 1.0).numpy()

    plt.figure(figsize=(6,6))
    for i in range(64):
        plt.subplot(8,8,i+1)
        plt.imshow(fake[i])
        plt.axis("off")
    plt.tight_layout()
    plt.savefig(os.path.join(SAVE_DIR, f"epoch_{epoch:03d}.png"))
    plt.close()

for epoch in range(1, EPOCHS + 1):
    d_epoch, g_epoch = [], []
    for real_batch in train_ds:
        ld, lg = train_step(real_batch)
        d_epoch.append(ld.numpy())
        g_epoch.append(lg.numpy())

    losses_d.append(float(np.mean(d_epoch)))
    losses_g.append(float(np.mean(g_epoch)))

    print(f"Epoch {epoch}/{EPOCHS} | loss_D={losses_d[-1]:.4f} | loss_G={losses_g[-1]:.4f}")

    if epoch % 5 == 0:
        save_samples(epoch)

# Графики лоссов
plt.plot(losses_d, label="D loss")
plt.plot(losses_g, label="G loss")
plt.legend()
plt.xlabel("Epoch")
plt.ylabel("Loss")
plt.show()

8. Обработка данных: аугментация одного класса через GAN
Так как DCGAN не условный, самый простой способ для одного класса — обучать GAN только на изображениях выбранного класса.

TARGET_CLASS = 8  # ship

mask = (y_train == TARGET_CLASS)
x_train_class = x_train[mask]  # уже [-1,1]

class_ds = tf.data.Dataset.from_tensor_slices(x_train_class)
class_ds = class_ds.shuffle(10000, seed=SEED).batch(BATCH_SIZE).prefetch(tf.data.AUTOTUNE)

print("Class samples:", x_train_class.shape[0])

9. Перезапуск обучения GAN, но в цикле используется class_ds вместо train_ds. После обучения генерируй N изображений.

def generate_images(n=2000, batch_size=128):
    out = []
    steps = int(np.ceil(n / batch_size))
    for _ in range(steps):
        bs = min(batch_size, n - len(out)*batch_size)
        z = tf.random.normal((bs, Z_DIM))
        fake = G(z, training=False)
        out.append(fake)
    return tf.concat(out, axis=0)

synthetic = generate_images(n=2000, batch_size=BATCH_SIZE)  # [-1,1]
print(synthetic.shape)

10. Обучение простого CNN на исходных данных.

def build_classifier():
    inp = layers.Input(shape=(32, 32, 3))
    x = layers.Conv2D(32, 3, padding="same", activation="relu")(inp)
    x = layers.MaxPool2D()(x)
    x = layers.Conv2D(64, 3, padding="same", activation="relu")(x)
    x = layers.MaxPool2D()(x)
    x = layers.Conv2D(128, 3, padding="same", activation="relu")(x)
    x = layers.GlobalAveragePooling2D()(x)
    out = layers.Dense(10, activation="softmax")(x)
    model = keras.Model(inp, out)
    model.compile(optimizer=keras.optimizers.Adam(1e-3),
                  loss="sparse_categorical_crossentropy",
                  metrics=["accuracy"])
    return model

x_train_01 = (x_train + 1.0) / 2.0
x_test_01  = (x_test + 1.0) / 2.0

clf_base = build_classifier()
hist_base = clf_base.fit(x_train_01, y_train, epochs=5, batch_size=128,
                         validation_data=(x_test_01, y_test))

Добавление обучения

synthetic_np = synthetic.numpy()
synthetic_01 = (synthetic_np + 1.0) / 2.0

y_syn = np.full((synthetic_01.shape[0],), TARGET_CLASS, dtype=np.int32)

x_aug = np.concatenate([x_train_01, synthetic_01], axis=0)
y_aug = np.concatenate([y_train, y_syn], axis=0)

# перемешаем
perm = np.random.permutation(len(x_aug))
x_aug, y_aug = x_aug[perm], y_aug[perm]

clf_aug = build_classifier()
hist_aug = clf_aug.fit(x_aug, y_aug, epochs=5, batch_size=128,
                       validation_data=(x_test_01, y_test))

11. Оценка качества генерации

# Визуализация
fake = (synthetic[:64] + 1.0) / 2.0
fake = tf.clip_by_value(fake, 0.0, 1.0).numpy()

plt.figure(figsize=(6,6))
for i in range(64):
    plt.subplot(8,8,i+1)
    plt.imshow(fake[i])
    plt.axis("off")
plt.tight_layout()
plt.show()

# Diversity score: средняя L2 дистанция между случайными парами
def diversity_score(imgs, pairs=300):
    imgs = tf.reshape(imgs, (imgs.shape[0], -1))
    n = imgs.shape[0]
    dists = []
    for _ in range(pairs):
        i = np.random.randint(0, n)
        j = np.random.randint(0, n)
        d = tf.norm(imgs[i] - imgs[j], ord=2).numpy()
        dists.append(d)
    return float(np.mean(dists))

print("Diversity score:", diversity_score(synthetic_np, pairs=300))
